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Special Topic in Media Psychology:
“The use of synthetic personas to simulate human responses in communication research”
(v 9.1.25)

Introduction
LLMs allow the creation of synthetic personas (aka simulated humans, virtual personas, AI personas, artificial personas, persona proxies, digital twins, virtual twins, virtual humans) that may be able to simulate human responses to media. Those simulations, if proven accurate, could change how communication research with and about media is conducted. Theory development and practical applications could be accomplished more quickly, more affordably, with more targeted samples, and perhaps even with greater measurement accuracy and breadth. The goal of this seminar is to experiment with this new research option, one that is gaining significant traction in academia and industry, and then evaluate and critique its utility in communication research. Via reading and experimentation, we will seek to develop a point of view about how and whether to embrace synthetic personas as a substitute or complement to current techniques for studying how media are processed and how media shape our lives.    

There are numerous published reports about synthetic personas that we will read and evaluate, including articles in Science, Nature, PNAS, and leading specialty journals in communication, psychology, marketing, political science, computer science and business. Many of the reports are focused on how well synthetic personas can replicate identical experiments with human respondents. In addition, we will the use synthetic personas to explore generalization of research results to different persona samples, to new media stimuli and to different research designs and settings. In addition to replicability and generalization, we will evaluate how synthetic personas might be used to mitigate research challenges related to online data fraud, collection of sensitive personal data, IRB constraints, research about special human samples (e.g., children, people with specific medical diagnoses, unhoused people), research about sensitive media content (e.g., pornography, private medical information, personalized financial details), and people that are hard to reach (e.g., geographical dispersed groups, special job categories, unique psychographic profiles).  

We will do actual experiments using synthetic personas during our seminar sessions starting with the first seminar session on Sept 24th. Access to synthetic persona tools will be arranged and some may wish to construct their own tools (there are papers that offer guidance). Important technical research about synthetic personas is being conducted by computer scientists and mathematical modelers. We will read a bit of that work, however, our seminar discussions and projects will focus on experiments and tools that use natural language.

Requirements
Regular attendance. Engagement in seminar discussions. Weekly assigned readings. Weekly oral presentations about studies using synthetic personas that you conduct. One project written report to be discussed in class and due at the end of the term on Dec 10. The seminar grade will be divided equally between the final project and evaluation of seminar presentations and discussion.  


Project
Term projects will be reports of original research that you will conduct using one of the available synthetic persona tools or an analysis method that you create. The project should prioritize analysis of how synthetic personas can be used to conduct communication research rather than a project primarily about new methods per se (but some exceptions noted below). 

Project examples include the following:
1. Pretesting of different stimulus materials for a study you are planning with humans.
2. Replication of studies from your lab using identical research materials.
3. Tests of how different research designs (e.g., within vs. between personas) influence outcomes.
4. Test of different measures for a single outcome concept.
5. Exploration of how results from human studies generalize to different samples of people, stimuli and research settings.
6. Studies of sensitive media effects questions that are difficult (and often impossible) to conduct with humans (e.g., interpersonal conflict, private health practices or concerns, financial problems, pornography, studies of special audiences that are difficult to reach).
7. Studies about message effects that may be useful but that we are ordinarily do not conduct (e.g., subject recruitment advertisements, effectiveness of classroom materials, presentation strategies for communicating study results).
8. Replication of classic media psychology research that substitute new media technology and products.
9. Comparison of different prompting strategies and their influence on homogeneity of results across personas (a noted issue with synthetic personas).
10. Comparison of the theoretical or practical importance and contribution of different research topics.    

Class Meetings
We meet only once per week, so attendance is critical. We will substitute one weekly meeting in the middle of the term for individual conversations about projects. A priority of the seminar will be hands-on experience conducting AI research using synthetic personas. You should be conducting multiple studies per week and be ready to share results with the group. We will celebrate and critique the use of synthetic personas using your examples as evidence.    

Readings
Most relevant readings are not more than 2-3 years old, and many have not yet been published in refereed journals. Also, they are not (yet) usefully organized around the issues that we will discuss. We will have an opportunity to supplement this list as we monitor new work during the term. Readings from this list, and new ones we discover, will be matched with the issues each week as we progress through the term. At the start of the term, I will publish a Google Doc Bibliography that we can add to during the term. One goal of the seminar is to product a comprehensive list of relevant literature that we can all share.      

Abdurahman, S., Atari, M., Karimi-Malekabadi, F., Xue,M. J., Trager, J., Park, P. S., Golazizian, P., Omrani,
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Chomsky, N., Roberts, I., and Watumull, J. The False Promise of ChatGPT. The New York Times, March 2023. ISSN 0362-4331. URL https://www.nytimes.com/2023/03/08/ opinion/noam-chomsky-chatgpt-ai.html.

Crockett, M. and Messeri, L. Should large language models replace human participants? Preprint, PsyArXiv, June 2023.
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Griffin, L., Kleinberg, B., Mozes, M., Mai, K., Vau, M. D. M., Caldwell, M., & Mavor-Parker, A. (2023, July). Large language models respond to influence like humans. In Proceedings of the First Workshop on Social Influence in Conversations (SICon 2023) (pp. 15-24).

Guozhen, Z., Zihan, Y., Nian, L., Fudan, Y., Qingyue, L., Depeng, J., and Yong, L. Human Behavior Simulation: Objectives, Methodologies, and Open Problems, November 2024. URL http://arxiv.org/abs/ 2412.07788. arXiv:2412.07788 [cs].
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Park, J. S., Zou, C. Q., Shaw, A., Hill, B. M., Cai, C., Morris, M. R., Willer, R., Liang, P., and Bernstein, M. S. Generative Agent Simulations of 1,000 People, November 2024a. arXiv: 2411.10109 [cs] Number: arXiv:2411.10109.

Petrov, N. B., Serapio-GarcÅLıa, G., and Rentfrow, J. Limited Ability of LLMs to Simulate Human Psychological Behaviours: a Psychometric Analysis, May 2024. arXiv: 2405.07248 [cs] Number: arXiv:2405.07248.

Qu, Y. and Wang, J. Performance and biases of Large Language Models in public opinion simulation. Humanities and Social Sciences Communications, 11(1):1095, August 2024. ISSN 2662-9992. doi: 10.1057/s41599-024-03609-x. URL https://www.nature.com/articles/ s41599-024-03609-x.

Rio-Chanona, R. M. d., Pangallo, M., and Hommes, C. Can Generative AI agents behave like humans? Evidence from laboratory market experiments, May 2025. URL http://arxiv.org/abs/2505. 07457. arXiv:2505.07457 [econ]

Salinas, A. and Morstatter, F. The Butterfly Effect of Altering Prompts: How Small Changes and Jailbreaks
Affect Large Language Model Performance, April 2024. URL http://arxiv.org/abs/2401. 03729. arXiv:2401.03729 [cs].

Sarstedt, M., Adler, S. J., Rau, L., and Schmitt, B. Using large language models to generate silicon samples in consumer and marketing research: Challenges, opportunities, and guidelines. Psychology & Marketing, 41(6): 1254–1270, June 2024. ISSN 0742-6046, 1520-6793. doi: 10.1002/mar.21982.

Schuller, A., Janssen, D., Blumenröther, J., Probst, T. M., Schmidt, M., & Kumar, C. (2024, May). Generating personas using LLMs and assessing their viability. In Extended abstracts of the CHI conference on human factors in computing systems(pp. 1-7).

Si, C., Yang, D., and Hashimoto, T. Can LLMs Generate Novel Research Ideas? A Large-Scale Human Study with 100+ NLP Researchers, September 2024. arXiv: 2409.04109 [cs] Number: arXiv:2409.04109.

Toubia, O., Gui, G. Z., Peng, T., Merlau, D. J., Li, A., and Chen, H. Twin-2K-500: A dataset for building digital
twins of over 2,000 people based on their answers to over 500 questions, May 2025. URL http://arxiv. org/abs/2505.17479. arXiv:2505.17479 [cs].

Tranchero, M., Brenninkmeijer, C.-F., Murugan, A., and Nagaraj, A. Theorizing with Large Language Models. Technical Report w33033, National Bureau of Economic Research, Cambridge, MA, October 2024. URL http: //www.nber.org/papers/w33033.pdf.

Vafa, K., Rambachan, A., and Mullainathan, S. Do large language models perform the way people expect? Measuring the human generalization function. In Proceedings of the 41st International Conference on Machine Learning, volume 235 of ICML’24, pp. 48919–48937, Vienna, Austria, July 2024. JMLR.org.

Wang, P., Zou, H., Yan, Z., Guo, F., Sun, T., Xiao, Z., & Zhang, B. (2024). Not yet: Large language models cannot replace human respondents for psychometric research. OSF Preprint: https://doi. org/10.31219/osf. io/rwy9b.

Wei, J., Wang, X., Schuurmans, D., Bosma, M., Ichter, B., Xia, F., Chi, E. H., Le, Q. V., and Zhou, D. Chainof-
thought prompting elicits reasoning in large language models. In Proceedings of the 36th International Conference on Neural Information Processing Systems, NIPS ’22, pp. 24824–24837, Red Hook, NY, USA, April 2024. Curran Associates Inc. ISBN 978-1-71387-108-8.

Xie, C., Chen, C., Jia, F., Ye, Z., Lai, S., Shu, K., Gu, J., Bibi, A., Hu, Z., Jurgens, D., Evans, J., Torr, P., Ghanem, B., and Li, G. Can Large Language Model Agents Simulate Human Trust Behavior?, November 2024. arXiv:
2402.04559 [cs] Number: arXiv:2402.04559.

Yeykelis, L., Pichai, K., Cummings, J. J., & Reeves, B. (2024). Using Large Language Models to Create AI Personas for Replication, Generalization and Prediction of Media Effects: An Empirical Test of 133 Published Experimental Research Findings. arXiv preprint arXiv:2408.16073.

Zhang, S., Xu, J., and Alvero, A. Generative AI Meets Open-Ended Survey Responses: Participant Use of AI
and Homogenization, 2025b.

Zhang, X., Lin, J., Mou, X., Yang, S., Liu, X., Sun, L., Lyu, H., Yang, Y., Qi, W., Chen, Y., Li, G., Yan, L., Hu, Y., Chen, S., Wang, Y., Huang, X., Luo, J., Tang, S., Wu, L., Zhou, B., and Wei, Z. Socio- Verse: A World Model for Social Simulation Powered by LLM Agents and A Pool of 10 Million Real-World Users, April 2025c. URL http://arxiv.org/ abs/2504.10157. arXiv:2504.10157 [cs].

Ziems, C., Held, W., Shaikh, O., Chen, J., Zhang, Z., & Yang, D. (2024). Can large language models transform computational social science? Computational Linguistics, 50(1), 237-291.


Class Schedule
Readings will be previewed and matched with topics weekly as we progress. The readings will come from the bibliography attached to this syllabus. The readings for early weeks are in the outline below. We will supplement readings as new papers become available during the term.   

Sept 24	Introduction to social research with synthetic personas

In the first part of this session, Byron will give an introduction to the topic of synthetic personas in social research. Then, we will conduct several synthetic persona studies during class. The goal is to jump right into conducting synthetic persona experiments. We will arrange for each person to have their own account with Viewpoints AI, a company that makes synthetic persona software.  

We will start out by conducting very simple studies about main effects of media stimuli. Please come to class with media stimuli that vary on some criteria of interest to you and that we can use for our first exploratory tests. To start, all you need is two examples, although future experiments may use multiple media examples. For example, you might bring in short videos that use either emotional or rational persuasive appeals, two different print news stories about the same world event, two collections of social media posts that differ linguistically, two different designs for a smartphone health intervention, two short videos of a VR experience or two TikTok influencer videos that use complex vs simple visual structures. 

Don’t worry too much about getting the media stimuli exactly right. The goal is that everyone should have media examples to use in experimenting with the synthetic persona software.   

Also please look at this short reading about the general prospects of using AI to conduct social research:

Bail, C. A. (2024). Can Generative AI improve social science? Proceedings of the National Academy of Sciences, 121(21), e2314021121.

Oct 1 	What research problems might be solved with synthetic personas? And what are known problems with synthetic persona research?

Anthis, J. R., Liu, R., Richardson, S. M., Kozlowski, A. C., Koch, B., Evans, J., ... & Bernstein, M. (2025). LLM social simulations are a promising research method. arXiv preprint arXiv:2504.02234. (General introduction to the problems of research with synthetic personas). 

These three readings are summaries of difficult research challenges, perhaps even unsolvable ones, that make current communication increasingly difficult. Although these readings do not consider AI, they describe challenges that represent motivations for consideration of synthetic personas.  

Nosek, B. A., Hardwicke, T. E., Moshontz, H., Allard, A., Corker, K. S., Dreber, A., ... & Vazire, S. (2022). Replicability, robustness, and reproducibility in psychological science. Annual review of psychology, 73(1), 719-748.

Yarkoni, T. (2022). The generalizability crisis. Behavioral and Brain Sciences, 45, e1. (Read for definition of generalization problem in introduction and ideas about solutions in last third of paper.)

Johnson, M. S., Adams, V. M., & Byrne, J. (2024). Addressing fraudulent responses in online surveys: Insights from a web‐based participatory mapping study. People and Nature, 6(1), 147-164.

Class Lab Exercise: Each person should continue experimenting with the stimuli from the last class. Make sure the software works. Bring questions about how configure synthetic persona studies.  

Oct 8	Can synthetic personas produce accurate results when compared to human studies?

	Can results for synthetic personas replicate social research done with humans? What are the replication success rates for different research areas and different types of questions (e.g., main effects vs. interaction effects; large vs. small effects; directional vs. statistical replication)? What are the different and best metrics for evaluating accuracy of synthetic personas (e.g., how does Park, et al., differ from Yeykelis, et al.)?

Park, J. S., Zou, C. Q., Shaw, A., Hill, B. M., Cai, C., Morris, M. R., Willer, R., Liang, P., and Bernstein, M. S. Generative Agent Simulations of 1,000 People, November 2024a. arXiv: 2411.10109 [cs] Number: arXiv:2411.10109.

Yeykelis, L., Pichai, K., Cummings, J. J., & Reeves, B. (2024). Using Large Language Models to Create AI Personas for Replication, Generalization and Prediction of Media Effects: An Empirical Test of 133 Published Experimental Research Findings. arXiv preprint arXiv:2408.16073.

Ashokkumar, A., Hewitt, L., Isaias Ghezae, I., & Willer, R. 2024. Predicting Results of Social Science Experiments Using Large Language Models. Stanford University, unpublished manuscript. 

Hwang, A. H. C., Bernstein, M. S., Sundar, S. S., Zhang, R., Horta Ribeiro, M., Lu, Y., ... & Shamma, D. A. (2025, April). Human Subjects Research in the Age of Generative AI: Opportunities and Challenges of Applying LLM-Simulated Data to HCI Studies. In Proceedings of the Extended Abstracts of the CHI Conference on Human Factors in Computing Systems (pp. 1-7).

Class Lab Exercise: Each person will attempt to replicate main effects from critical studies in their research area and report results to the group. 

Oct 15	How might synthetic personas change academic and commercial research strategies? 

	How might the use of synthetic personas change how we find research questions, pretest stimuli, avoid predictions with low probability of being accurate  

	Readings updated in class	

Class Lab Exercise: Each person will develop and test a research plan for a single study. The plan will include consideration of multiple research questions, sampling of stimuli, pretests of stimuli and manipulations, exploration of generalization to different samples and research contexts. The goal of the exercise is to use AI technology at multiple steps in the research process applied to a single study.  

Oct 22	Prompting: What are the best ways to interact with an LLM when do research with synthetic personas?

A lot of the value of LLMs is baked into the different models. But it’s also becoming clear that the method of prompting LLMs can change, and sometimes dramatically, the results of their use. What are the best practices in prompting LLMs to create synthetic personas? How do prompting strategies change accuracy relative to human studies?	

Binz, M., Akata, E., Bethge, M., Brändle, F., Callaway, F., Coda-Forno, J., ... & Schulz, E. (2025). A foundation model to predict and capture human cognition. Nature, 1-8.

Salinas, A. and Morstatter, F. The Butterfly Effect of Altering Prompts: How Small Changes and Jailbreaks Affect Large Language Model Performance, April 2024. URL http://arxiv.org/abs/2401. 03729. arXiv:2401.03729 [cs].

Readings updated in class

Class Lab Exercise: Each person will conduct an experiment that tests different prompt strategies and their effects on research results. Details to be discussed in class on Oct 15.   

Oct 29	The problem of synthetic persona response homogeneity

A serious critique of synthetic personas (and AI responses in genera) is that the variance across multiple uses of an LLM (i.e., asking questions of multipole synthetic personas and then aggregating results) shows less variance between personas than is true for humans. That is, models are biased toward finding a best or average response rather than a representation of the heterogeneity that exists with humans. 

What are the best strategies for choosing and instructing LLMs that elicit the best simulations of actual human variation?

Readings TBD

Class Lab Exercise: Each person will present experiments that test how prompting and contextual information effects of response variance across different outcome measures. 

Nov 5	Methods experimentation 

	The efficiency of research with synthetic personas provides an opportunity to test several different research designs without committing time and money to a single plan (e.g., within vs. between designs, longitudinal data examined at different time intervals, alternative measures of similar concepts). For example, what are interesting opportunities to try and answer research questions with multiple measures of concepts that would be difficult to include in human research plans? 

	Reading TBD

	Class Lab Exercise: Each person with choose a particular research challenge, one that has several different alternative design or measurement solutions, and provide results about differences between the alternatives.  

Nov 12	No class meeting (Byron out)

Individual Zoom meetings related to final projects may be scheduled outside of regular class time during this week.

Project Proposals due via email on Nov 13. Final projects should be a report, organized in journal science format, that answers a research question(s) about media using synthetic personas. This may include multiple tests that explore issues mentioned above. Details of the reports (and class presentation on Dec 3) will be discussed in class on Nov 5. The proposal for your project can be a single page.  

Nov 19	Conclusions about the use of synthetic personas in communication research

	What is our best advice about the use of synthetic personas? What are predictions for influence of synthetic personas over time? What should be best practices for use of synthetic personas in the next year? 

Nov 26	Thanksgiving week

Dec 3	Final project presentations

	Presentation format to be discussed in class on Nov 19.  

Dec 10	Final Paper Due




